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Abstract. Molecular dynamics simulations allow us to study the behavior of complex biomolecular systems by modeling the pairwise interaction forces between all atoms. Molecular systems are subject to slowly
decaying electrostatic potentials, which turn molecular dynamics into an
n-body problem. In this paper, we present a parallel and scalable solution
to compute long-range molecular forces, based on the multilevel summation method (MSM). We ﬁrst demonstrate an optimization of MSM that
replaces 3D convolutions with FFTs, and we achieve a single-GPU performance comparable to the particle mesh Ewald (PME) method, the
de facto standard for long-range molecular force computation. But most
importantly, we propose a distributed MSM that avoids the scalability
diﬃculties of PME. Our distributed solution is based on a spatial partitioning of the MSM multilevel grid, together with massively parallel
algorithms for interface update and synchronization. We demonstrate
the scalability of our approach on an on-board multi-GPU platform.

1

Introduction

Molecular dynamics consists of studying the behavior of molecular systems by
modeling the motion of individual atoms due to inter-atom forces. Molecular
dynamics simulations enable the prediction of the shape and arrangement of
molecular systems that cannot be directly observed or measured, and it has
demonstrated its impact on applications of drug and nanodevice design [16].
However, molecular dynamics is a computationally expensive problem, due to
both high temporal and high spatial resolution. The trajectories and arrangements of molecules over temporal scales in the order of 1μs are dictated by vibrations taking place at scales as ﬁne as 1fs = 10−15 s; therefore, eﬀective analysis
requires the computation of many simulation steps. At the same time, meaningful molecular systems are often composed of even millions of atoms. Most
importantly, the motion of atoms is aﬀected by distant electrostatic potentials,
which makes molecular dynamics an n-body problem with quadratic cost.
Typical solutions to molecular dynamics separate short-range forces, which
are computed exactly, from long-range ones, and approximate such long-range
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forces. The Particle Mesh Ewald (PME) method [3] is probably the most popular
approximation to long-range molecular forces, and it discretizes atom charges on
a grid, computes a grid-based potential using a FFT, and ﬁnally interpolates the
potential back to the atoms. Its cost is dominated by the FFT, which yields an
asymptotic complexity O(N log N ).
Molecular dynamics computations can be further accelerated through parallel
algorithms, including massive parallelization on GPUs [8,15], or even multi-GPU
parallelization [11]. The PME method is suited for single GPU parallelization,
but not for distributed computation, thus limiting the scalability of long-range
molecular dynamics.
In this paper, we propose a scalable solution to long-range forces in molecular
dynamics using on-board multi-GPU architectures. Our solution to long-range
molecular dynamics is based on the Multilevel Summation Method (MSM), proposed by Izaguirre et al. [10] for the solution to general n-body problems, and
parallelized on a single GPU by Hardy et al. [5] for molecular dynamics.
In section 3 we outline the overall molecular dynamics simulation algorithm
and we overview MSM. We also propose an optimization of the original MSM,
based on the summations of potentials on each level using an FFT. As a result
of this optimization, the performance of MSM on a single GPU turns out to be
comparable to that of PME.
But most importantly, MSM is better suited for a distributed implementation.
In section 4, we present a distributed multi-GPU on-board version of MSM, and
we discuss its implementation. Our distributed MSM deals eﬃciently with periodic boundary conditions and with the synchronization of interfaces between
computing nodes. All interface-related computations are designed as massively
parallel algorithms running on each GPU independently, and data is transferred
between pairs of GPUs directly. With our solution, it is possible to execute molecular dynamics analysis on large molecular systems (with over one million atoms
in our examples), and the performance of molecular dynamics is not limited by
the compute bounds of a single GPU.

2

Related Work

There are many approaches to improve the quadratic cost of long-range molecular dynamics, either using approximate solutions or parallel implementations
(See [14] for a survey). Massively parallel solutions on GPUs have also been
proposed, although GPUs are mostly used as co-processors [15].
As mentioned in the introduction, PME [3] is the most popular method to
compute long-range molecular forces. Lattice Ewald methods solve the longrange potential on a grid using an FFT. Regular PME uses spectral diﬀerentiation and a total of four FFTs per time step, while Smooth PME (SPME) [4] uses
B-spline interpolation reducing the number of FFTs to two. PME is widely used
in parallel molecular dynamics frameworks such as NAMD [15], GROMACS [9]
or ACEMD [8]. PME can be massively parallelized on a single GPU, but it is
diﬃcult to distribute over multiple GPUs due to the all-to-all communication
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needed by the FFT. However Nukada et al. [12] propose a scalable multi-GPU
3DFFT to minimize all-to-all comunications. Cerutti et al. [2] proposed MultiLevel Ewald (MLE) as an approximation to SPME by decomposing the global
FFT into a series of independent FFTs over separate regions of a molecular
system, but they did not conduct scalability analysis.
Other long-range force approximation are based on multigrid algorithms.
Multigrid approaches utilize multiple grid levels with diﬀerent spatial resolutions
to compute long-range potentials with O(N ) cost. In molecular dynamics, multigrid methods have been demonstrated to be superior to other methods [17], such
as the Fast Multipole Method (FMM) [19], because they achieve better scalability
while keeping acceptable error levels. The Meshed Continuum Method (MCM) [1]
and MSM [6] are the two most relevant multigrid methods for long-range force
computation. MCM uses density functions to sample the particles onto a grid and
calculates the potential by solving a Poisson equation in a multigrid fashion. On
the other hand, MSM calculates the potential directly on a grid by using several
length scales. The scales are spread over a hierarchy of grids, and the potential of
coarse levels is successively corrected by contributions from ﬁner levels up to the
ﬁnest grid, which yields the ﬁnal potential. This approach exhibits higher options
for scalability than PME or other multigrid algorithms. MSM has been massively
parallelized on a single GPU [5], although its performance is notably worse than
PME. With our optimized MSM, even its single-GPU performance is comparable
to PME.
Multigrid methods have been used extensively in a variety of scientiﬁc ﬁelds,
but molecular dynamics suﬀers the added diﬃculty of dealing with periodic
boundary conditions. Izaguirre and Matthey [10] developed an MPI-based parallel multigrid summation on clusters and shared-memory computers for n-body
problems. Our approach presents a solution for long-range molecular dynamics
on board multi-GPU platforms, and our improvements could be extended to
other types of n-body problems.

3
3.1

Optimized MSM
Overview of Molecular Dynamics

In computer simulations of molecular dynamics, atoms are modeled as particles in a virtual 3D spatial coordinate system. Their motion is computed by
solving Newtonian mechanics under the action of three types of forces: bonded
forces, non-bonded short-range forces (composed of Van der Waals forces and
electrostatic interactions between atoms closer than a cutoﬀ radius Rc ), and
non-bonded long-range forces (consisting of electrostatic interactions between
atoms separated by a distance greater than Rc ). The simulation time is divided
into steps of very small size, in the order of 1fs = 10−15 s. Given atom positions
Xi and velocities Vi at time Ti , the simulation algorithm evaluates the interaction forces and integrates them to obtain positions Xi+1 and velocities Vi+1
at time Ti+1 . In biological systems, the molecules of interest are surrounded by
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water molecules, and periodic boundary conditions are imposed on the simulation volume, i.e., the simulation volume is implicitly replicated inﬁnite times.
A more comprehensive description of the basics of molecular dynamics can be
found in [16].
Most of the time in a molecular dynamics simulation is spent calculating
non-bonded forces. In the remaining of this paper, we address only non-bonded
long-range forces, and we rely on an existing on-board multi-GPU algorithm for
bonded and non-bonded short-range forces [11].
3.2

The Multilevel Summation Method

For a particle system with charges {q1 , . . . qN } at positions {r1 , . . . rN }, the electrostatic potential energy is
U (r1 , ...rN ) =

N
N
1 
2 i=1

j=1,j=i

qi qj
.
||ri − rj ||

(1)

Its exact computation has O(N 2 ) complexity.
MSM is a fast algorithm for computing an approximation to the electrostatic interactions with just O(N ) computational work. MSM splits the potential into short-range and long-range components. The short-range component
is computed as a direct particle-particle interaction while the long-range one is
approximated through a hierarchy of grids.
For the long-range component, the method ﬁrst distributes atom charges onto
the ﬁnest grid. This process is called anterpolation. A nodal basis function φ(r)
with local support about each grid point is used to distribute charges. Once
all atom charges are distributed onto the ﬁnest grid, charges are distributed
onto the next coarser grid, using the same basis functions. This process is called
restriction, and it is repeated until the coarsest grid is reached.
On each level, the method computes direct sums of nearby grid charges up to
a radius of 2 Rc /h0  grid points, where h0 is the resolution of the ﬁnest grid.
Hardy and Skeel [6] indicate that a resolution h0 between 1Å and 3Å is suﬃcient
for molecular dynamics simulations. Note that the resolution is halved on each
coarser grid, hence direct sums cover twice the distance with the same number
of points. The direct sum of pairwise charge potentials is analogous to the one
for short-range non-bonded forces, with the exception that grid distances are
ﬁxed and can be computed as preprocessing, hence the computation is simply
an accumulation of weighted grid charges.
A GPU optimized version of the direct sum was developed by Hardy et al [5].
The weighted grid is stored in constant memory and charges in shared memory.
A sliding window technique is used to achieve an eﬃcient reading. Hardy’s algorithm computes the ﬁnest levels on GPU, while the coarsest levels are computed
on CPU. Our method runs the whole simulation on an on-board multi-GPU
architecture by allocating a portion of the system to each GPU and using a
boundary interface to communicate updates directly between portions.
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Once direct sums are computed on each level, potentials are interpolated
from coarse to ﬁner levels, and contributions from all levels are accumulated.
This process is called prolongation. Finally, potentials from the ﬁnest grid are
interpolated on the atoms.
Algorithm 1 highlights the diﬀerences between our distributed MSM and the
original algorithm. See also [6] for a thorough description of the method. Note
that the direct sums are independent of each other, and the direct sum on a certain level and the restriction to the coarser level can be executed asynchronously.
3.3

FFT-Based Sums

To perform the direct sum part on each level, the original MSM applies a 3D
convolution over all grid points using a kernel with 2 2 Rc/h + 1 points in
each dimension [6]. However, Hardy shows that the direct sum part is the most
computationally expensive part. We substitute this convolution with a product
in frequency domain. Speciﬁcally, we compute grid potentials in three steps:
1. Forward FFT of the grids of charges and kernel weights.
2. Complex point-wise product of the two resulting vectors
3. Inverse FFT to obtain the potentials.
The grids of charges and kernel weights should have identical dimensions; therefore, we extend the kernel. Note that the kernel is constant, hence we only
compute its FFT once per level as a preprocess.
Even though the FFT has O(N log N ) complexity as opposed to O(N ) complexity of the convolution, in practice large kernels yield a steep linear complexity
for the convolution approach. For very large molecules, the log N factor of the
FFT would dominate, but with our distributed MSM presented next in Section
4, FFTs are computed on each partition separately, hence N is bounded. We
have compared the performance of eﬃcient GPU implementations of massively
parallel MSM using the convolution and FFT approaches, and the FFT approach enjoys a speed-up of almost 10×. Table 1 shows timing comparisons for
two molecular systems. The examples were executed on an Intel Core i7 CPU
860 at 2.80GHz with a NVIDIA GTX Titan GPU and CUDA Toolkit 5.5. FFTs
were computed using NVIDIA’s highly eﬃcient cuFFT library [13].
The cutoﬀ distance Rc has a great impact on both error and performance. Error is lower for higher cutoﬀs, and this can be observed from the fact that a larger
cutoﬀ distance increases the kernel size as well. For our performance analysis, we
used a cutoﬀ radius of 9.0 Å, which is a standard value for molecular dynamics
simulations. Assuming a ﬁxed grid size, the resolution of the grid h, which is automatically set for each level and each axis, determines the overall performance
and accuracy. Smaller values of h for the same number of levels implies higher
accuracy, but this also translates into a larger kernel size 2 2 Rc /h0  + 1, hence
adding to the computational cost. The table shows the grid resolution on each
axis (in Å), as well as the kernel size.
Table 1 also compares the performance of MSM and PME under the same
grid resolutions. We implemented an eﬃcient GPU version of the Smooth PME
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Table 1. Performance comparison for long-range force computation on two molecular
systems, using regular MSM with 3D convolution, our optimized MSM based on FFTs,
and PME. Timings correspond to one simulation step and are given in ms. All cases
were executed using a 64 × 64 × 64 grid.
#Atoms
hx,y,z
Kernel size tM SM tM SMF F T tP M E
256,436 {1.88,1.87,2.65}
9x9x6
31.901
4.79
5.095
90,849 {1.56,1.56,1.56} 11x11x11 43.694
5.09
2.22

(SPME) algorithm [4], following the optimizations described by Harvey and De
Fabrities [7]. We also implemented the previously mentioned GPU version of
the MSM algorithm proposed by Hardy. With our FFT-based optimization, the
performance of MSM becomes comparable to that of PME.

4

Distributed MSM

We propose a distributed MSM (DMSM) that partitions a molecular system and
the multilevel grid of MSM among multiple GPUs. As a computing element, each
GPU handles in a parallel manner the computation and update of its corresponding portion of the molecular system, as well as the communications with other
GPUs. In this section, we ﬁrst describe the partition of the molecular system,
then the handling of periodic boundary conditions across all MSM levels, and
ﬁnally our parallel algorithms for interface update and synchronization.
4.1

Multigrid Partitions

Following the observations drawn in [11] for short-range molecular forces, we
partition a molecular system linearly along its longest axis, as this approach
reduces the cost to communicate data between partitions. Then, for DMSM, we
partition each level of the MSM grid into regular portions using planes orthogonal
to the longest axis. Each GPU device stores a portion of the grid at each level,
including two types of grid points: i) interior grid points owned by the GPU
itself. ii) interface grid points owned by neighboring GPUs.
The size of the interface corresponds to the half-width of the convolution
kernel, i.e., 2 Rc /h points to the left and right of the interior ones, as shown in
Figure 1. The interface stores replicas of the grid points of neighboring partitions,
which are arranged in device memory just like interior points, to allow seamless
data access. The interface is used both to provide access to charges of neighboring
partitions and to store partial potentials corresponding to those same partitions.
Note that, due to the use of a linear partitioning strategy, the neighboring nodes
along the shorter directions are the result of periodic boundary conditions, and
they do not need to be stored as interface points as they are readily available as
interior points.
The partitions are made only once at the beginning of the simulation. At
runtime, interface values need to be communicated when needed as part of restriction, direct sum of potentials, and prolongation.
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Periodic Boundary Conditions on Multiple GPUs

As outlined in Section 3.1, molecular dynamics are performed on inﬁnite systems formed by replicating periodically images of the molecular system under
study along all three spatial directions [18]. Periodic replication is also applied
to the MSM grid; therefore, on the boundary of the molecular system interfaces
represent images of grid points on the opposite sides, as shown in Figure 1.

Fig. 1. Partition of the multilevel grid under periodic boundaries. Left: All grid points
on each level, distributed into 3 GPU devices. Right: Data structure of GPU device 0
(blue) on all levels, showing: its interior grid points, interface points for an interface of
size 3, and buﬀers to communicate partial sums to other devices. Interface points due
to periodic boundary conditions are shown striped. Arrows indicate sums of interface
values to the output buﬀers. With interfaces of size 3, in levels 1 and 2 several interface
points contribute to the same buﬀer location, and in level 2 there are even interior
points that map to interface points.

In higher levels of the multilevel grid, where the total number of grid points
along the longest axis is similar to the convolution kernel size, periodic boundaries complicate the management of interface points. Two main complications
may occur, shown in Figure 1: the same point may map to two or more interface points, and even interior points may map to interface points. To deal with
interface handling, each GPU device stores the following data on each level:
– Begin and end indices of neighbor partitions, to know what part of the
interface belongs to each GPU device.
– Periodic begin and end indices of the interfaces of neighbor partitions, to
know what interior points constitute interfaces for other GPU devices.
Since the multilevel grid is static during the simulation, the auxiliary indices
of neighbor partitions are created and shared between GPUs once as a preprocessing step. Once each GPU knows the indices of its neighbors, it creates the
incoming and outgoing data buﬀers to share interface data, and sets static mappings that allow eﬃcient read/write operations with these buﬀers as shown in
Figure 1.
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Parallel Update and Synchronization of Interfaces

Algorithm 1 DMSM method main loop.
1: procedure computeDMSM
2:
n = nlevels
3:
q 0 ← Anterpolation()
4:
∗ accumulateInteriorCopies(q 0)
5:
∗ updateInterf aces(q 0)
6:
for i = 0 . . . n − 2 do
7:
V i ← DirectSum(q i )
8:
q i+1 ← Restriction(q i )
9:
∗ updateInterf aces(q i+1)
10:
end for
11:
V n−1 ← DirectSum(q n−1 )
12:
∗ accumulateInteriorCopies(V n−1 )
13:
∗ updateInterf aces(V n−1 )
14:
for i = n − 2 . . . 0 do
15:
V i ← P rolongation(V i+1 )
16:
∗ accumulateInteriorCopies(V i )
17:
∗ updateInterf aces(V i )
18:
end for
19:
Interpolation(V 0 )
20: end procedure

Our DMSM algorithm needs to update and synchronize interfaces at multiple
stages of the original MSM algorithm. There are two synchronization operations:
1. accumulateInteriorCopies: In the charge anterpolation, the coarsest direct
sum and prolongation steps, values are accumulated onto the interface grid
points in each GPU device. These interface points are local copies of interior
points of other GPUs, hence the values stored on interface points need to be
accumulated onto their true owners. This operation is executed in 3 steps.
First, the values from the interface points are accumulated into the output
buﬀers. Second, the buﬀers are transferred to their destination GPUs. And
third, the receiver GPUs accumulate the incoming values into their interior
grid points. Thanks to the preprocessing of mappings described previously,
the accumulation to the output buﬀers is executed eﬃciently in a massively
parallel manner on each GPU. Periodic boundary conditions are also handled
eﬃciently, and the accumulation of multiple copies of the same point is dealt
with during the accumulation to output buﬀers, prior to data transfer.
2. updateInterf aces: Once interior grid values are set, it may be necessary to
update their copies in other GPUs, i.e., the interface grid points of other
GPUs. Data is transferred between pairs of GPUs directly. This step is necessary after charge anterpolation, after restriction, after the direct sum of
potentials, and after prolongation.
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Algorithm 1 shows our DMSM algorithm, highlighting in blue and with a star
the steps that augment the original MSM algorithm. We distinguish charge values q from potential values V , which are used as arguments of the accumulate
InteriorCopies and updateInterf aces procedures when appropriate. Superscripts indicate grid levels. With our DMSM algorithm, all operations to set
up, transfer, and collect data packages are highly parallelized, thus minimizing
the cost of communications and maximizing scalability.

5

Evaluation

This section analyzes the scalability of our proposal. We carried out our experiments on a machine outﬁtted with Ubuntu GNU/Linux Precise Pangolin 12.04,
two Intel Xeon Quad Core 2.40GHz CPUs with hyperthreading, 32 GB of RAM
and four NVidia GTX580 GPUs connected to PCIe 2.0 slots in an Intel 5520
IOH Chipset of a Tyan S7025 motherboard.

(a) 400K

(b) 1VT4 in water

(c) 2x1VT4 in water

Fig. 2. Benchmark molecules

Given our testbed architecture, we have tested the scalability of our proposal
by measuring computation and transmission times for 1, 2, and 4 partitions
running on diﬀerent GPUs. We have used three molecular systems as benchmarks
(see Figure 2), all three with a large number of atoms:
– 400K (399,150 atoms) is a well-balanced system of 133,050 molecules of water
designed synthetically.
– 1VT4 (645,933, atoms) is a multi-molecular holoenzyme complex assembled
around the adaptor protein dApaf-1/DARK/HAC-1.
– 2x1VT4 (1,256,718 atoms) is a complex system formed by two 1VT4 molecules.
5.1

Scalability Analysis

Figure 3a shows the speedup and running times for the three molecules using our
proposal with the settings shown in Table 3b. Note that running times have been
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measured using a GTX580 GPU, being aﬀected by NVidia’s CUDA AtomicAdd()
operation, whose implementation depends on the hardware architecture. We also
show the results obtained with the CPU implementation of PME in NAMD, one
of the most used tools for molecular dynamics, as a baseline for comparison. The
results show that our method beneﬁts from larger molecules. The reason is that
anterpolation, whose workload is easier to share among GPUs, dominates the
cost of updates in this case.
The scalability of the system is limited because of interface updates between
GPUs. Figure 3c shows the data transfers between GPUs to update their interfaces for the 2x1VT4 molecule for a single step of DMSM. We have selected
2x1VT4 due to its higher complexity and data size, with more than 1.2 Million
atoms. The ﬁgure indicates that, as expected, the data size of interface cells grows
linearly, since each new partition adds a constant data transfer that depends on
the grid resolution h and its corresponding interface size. Furthermore, the average data size transfered per GPU is similar to the data needed in a single-GPU
implementation in order to account for periodic boundary conditions, as shown
in Figure 3c.
Finally, Figure 3d shows how the total simulation time split between computation and interface updates for the 2x1VT4 molecule, to analyze the importance
of the transferred data size. With up to 4 partitions, the cost is dominated by

(a) Running time and speedup

Molecule
hx,y,z
400K
{2.57,2.57,2.57}
1VT4
{1.86,1.86,0.93}
2x1VT4 {1.89,1.87,1.78}
(b) Evaluation Settings

(c) Interface size (2x1VT4) (d) Simulation
cost (2x1VT4)
Fig. 3. Scalability Analysis
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computations, with interface transfers adding up to only a low percentage. In
this way, the speedup grows almost linearly with each additional GPU. All in
all, the results show that our proposal presents very good scalability in on-board
multi-GPU platforms.

6

Conclusions and Future Work

This article presents a scalable parallel algorithm to execute long-range molecular
dynamics using on-board multi-GPU architectures. The approach extends and
optimizes the Multilevel Summation Method, takes advantage of direct GPUGPU communications, and introduces massively parallel algorithms to update
and synchronize the interfaces of spatial partitions on GPUs.
We ﬁrst improve the performance of MSM by using an FFT instead of 3D
convolution in the computation of direct sums on individual GPUs. The paper
demonstrates the beneﬁts of our approach in contrast to the original MSM and
the well known long-range molecular dynamics algorithm PME. We then show
how to perform a spatial partitioning of the multilevel grid, dividing atom data
between GPUs, and designing massively parallel algorithms to minimize communications and eﬃciently update and synchronize interfaces. Our experiments
allow us to conclude that our on-board multi-GPU molecular dynamics approach
presents very good behavior in terms of performance and scalability.
There are pending tasks to be considered for future work. One of the main
drawbacks is that MSM adds a certain overhead at coarse levels, where the
number of points to be computed are close to the number of GPUs, and periodic
boundaries wrap around the whole molecular system, introducing many-to-many
communications. To alleviate the negative consequences on scalability, we plan
to redesign the algorithm on coarse levels to run on a single GPU once the work
load is manageable. Finally, we are planning to join bonded, non-bonded shortrange, and non-bonded long-range forces in a single integrated solution to run
on a cluster environment, taking advantage of its scalability features.
Acknowledgments. The authors thank Roldán Martı́nez from Plebiotic for
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