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Abstract
Real-time simulation is a valuable tool in the design and test of 
vehicles and vehicle parts, mainly when interfacing with 
hardware modules working at a given rate, as in hardware-in-
the-loop testing. Real-time operating-systems (RTOS) are 
designed for minimizing the latency of critical operations such 
as interrupt dispatch, task switch or inter-process 
communication (IPC). General-purpose operating-systems 
(GPOS), instead, are designed for maximizing throughput in 
heavy-load systems. In complex simulations where the amount 
of work to do in one step is high, achieving real-time depends 
not only in the latency of the event starting the step, but also 
on the capacity of the system for computing one step in the 
available time. While it is demonstrated that RTOS present 
lower latencies than GPOS, the choice is not clear when 
maximizing throughput is also critical.

In this paper, the performance of RTOS and GPOS running 
complex real-time simulations is compared, focusing on the 
computation of large simulation steps. GNU/Linux has been 
chosen as GPOS. A RTOS is chosen with a micro-benchmark 
comparing the major choices of Linux-based RTOS. Once 
chosen the systems, the simulation of a tire model is used as 
application case for benchmarking, comparing within 52470 
different configurations (with different number of elements and 
threads). The benchmark measures which configurations miss 
a single deadline, and demonstrates that even in simulations 
with a high number of elements and large time steps, RTOS 
are a better choice due mainly to the latency associated to IPC 
and task switch when the simulation is parallelized.

Introduction
Real-time Operating Systems (RTOS) are often used in the 
automotive industry in hardware-in-the-loop (HIL) testing, where 
the ECU of some subsystem of the vehicle is tested against 
computer-controlled conditions, i.e. a physical simulation of the 
vehicle. The ECU typically works at a specific rate, and the 
computer running the HIL must be able to communicate with the 
ECU at this rate. This means that the physical simulation must 
compute and provide feedback of one time step in a time 
constrained by the ECU rate. The computation of the time step 
does not need to use all the available time, and it is a common 
practice [1] to compute the time step in less time and then wait 
or sleep until the period is completed and a new input from the 
ECU is received. This wait time is a safe backup for 
guaranteeing that the worst case latencies of the system cannot 
yield to a missed deadline, i.e. not giving feedback to the ECU at 
the proper rate. The complexity of the physical simulation 
scenarios that modern computers can achieve is growing more 
and more and nowadays it is possible to run interactive 
simulations of highly complex systems [2,3]. Having a more 
complex model means that the time required for computing each 
step may be higher, and then the bottleneck for achieving 
real-time depends not only in the latency of the system when 
attending the inputs of the ECU, but also on the time required for 
doing a high number of computations with a significant amount 
of data.

While RTOS are designed with a focus on maximizing time 
determinism (minimizing latencies of basic operations such as 
task switch or interrupt dispatching), general-purpose operating 
systems (GPOS) are designed with a focus on maximizing 
throughput, i.e. accomplishing more work in less time. For this 
reason, GPOS are more suitable for tasks where instead of 
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wanting results at a specific moment we want as many results 
as possible in less time. These tasks, known as best-effort or 
real-fast tasks, require a lot of computation power and a lot of 
resources (such as memory), as in the case of computing a 
time step of a complex physical model. Unfortunately, the 
mechanisms used for maximizing throughput, such as fair 
scheduling [4] or memory paging [5], typically break 
determinism and thus a GPOS cannot give guarantees on 
when a specific task will start and finish.

In this paper, we analyze the scalability of a physical simulation 
running in a GPOS and in a RTOS. The idea is to find the 
system that better responds to the increasing complexity of the 
simulation while guaranteeing that the simulation is always 
accomplished at a specific rate. The performance of the 
system is analyzed in terms of hard real-time [6], meaning that 
instead of measuring the difference between the desired rate 
and the achieved rate, we want to measure the binary 
condition: the system can work at this rate or not. This is the 
condition desired in HIL testing, where losing the 
synchronization with the ECU may cause a system failure and 
more in an embedded system where the consequence can be 
critical with the loss of human lives. The present work is 
composed of two main sections. First, we design and run a 
benchmark for choosing one RTOS from the wide number of 
choices currently available. We focus only on free and open-
source solutions, avoiding any commercial influence, providing 
a general solution independent of the available budget and 
with the potential of adapting the solution to any specific needs 
thanks to the availability of the source code. The benchmark 
for choosing the RTOS will be explained on section Micro-
benchmark of real-time systems, and will be referred 
throughout the paper as the RT micro-benchmark.

Once having the RTOS with the best real-time performance 
from the test set, the next step is to compare its performance in 
a physical simulation scenario with the performance of a 
GPOS. For the GPOS, GNU/Linux has been chosen as the 
obvious example of free and open source GPOS, and because 
the three choices of RTOS in the benchmark were all Linux-
based. This second benchmark focuses only on the 
computation of the simulation steps, because the superior 
timing of RTOS with respect to GPOS when attending external 
interrupts is demonstrated in other works on benchmarking 
[7,8]. For this reason, the scenario for the benchmark consists 
in a physical simulation loop running at a specific rate isolated 
from the intervention of external interrupts. The simulation of a 
simple tire model was designed specifically for the purpose of 
this benchmark. The model is easily scalable in the number of 
elements to simulate (masses and springs) and in the level of 
parallelization of the solver (number of concurrent threads). 
The simulation is run in each system (the RTOS and the 
GPOS) with different configurations (different number of 
elements and different levels of concurrency), and the number 
of missed deadlines (steps that were not solved in a specific 
maximum period) is measured. The details of this benchmark 
are explained in section Comparison of RTOS and GPOS and 
will be referred throughout the paper as the RTOS/GPOS 
benchmark.

Related Work
The first step when starting the design of a benchmark is to 
clearly define what characteristic we want to measure for 
establishing the comparison between the systems in the test set. 
Best-effort performance can be measured in different ways 
depending on the type of calculations which are predominant in 
the system. For integer operations, the Dhrystone benchmark is 
the basic reference, while for floating point operations the 
Whetstone benchmark is the reference instead [9]. When talking 
about real-time performance, there are some basic references 
such as Rhealstone [10] or Hartstone [11]. Both are 
complementary because they focus on different aspects of 
performance. Rhealstone fits in the description of a micro-
benchmark [12], what means that it focuses on obtaining latency 
measures of atomic operations. This provides a good overview of 
the rt-compliance of the system and gives a unique score (the 
Rhealstone value) to each system, but does not give too much 
insight on the performance of real applications. Hartstone, 
instead, consists of a synthetic benchmark [13] for real-time 
performance. The design of a synthetic benchmark starts with a 
statistical analysis of the behavior of typical applications. The 
synthetic benchmark is then built over a stochastic model 
resembling the most important characteristics of real software 
(depending on what we want to measure) but isolating them from 
other variables or from uncertainty. This makes the synthetic 
benchmark a very repeatable experiment but is still too generic 
for understanding precisely how the system will perform with the 
final real application. Benchmarking directly with final 
applications is less prone to repeatability and hard to implement 
when the final application is not fully implemented (or 
implemented only for one system, requiring a big effort of 
portability to the different systems in the test set), but provides 
the more close to reality measure of performance of each system 
for a single specific application. There exist a lot of previous 
works on benchmarks for specific applications, such as air 
defense [14], unmanned vehicles control [15] or air traffic 
collision detection [16]. To the best of our knowledge, there are 
no specific benchmarks for RT performance of vehicles or 
vehicle parts simulation.

The present work starts with a micro-benchmark for 
establishing a quantitative comparison between different 
choices of RTOS (the RT micro-benchmark). There is previous 
work on benchmarking of RTOS specifically focused on 
embedded systems [17,18,19], but our work focuses on RTOS 
designed for large applications running in general purpose 
computers. Since this type of systems evolves at a very fast 
rate, the results obtained in previous works [6,7,14,15,16,19] 
may not apply to current systems and an updated benchmark 
is needed. For more complete surveys on real-time 
benchmarking the reader may refer to [6] and [20]. Although 
some authors have compared some of the systems in our test 
set [7,19], none of them have compared the three of them and 
their results may be outdated due to the fast evolution of 
operating systems.

The second part of this paper, the RTOS/GPOS benchmark, 
compares the performance of the RTOS (that was chosen with 
the micro-benchmark) with that of a GPOS when running a 
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real-time physical simulation of a vehicle tire, where the 
characteristics of the simulation put it in the middle between a 
real-time and a best-effort task. There is previous work on 
integrating real-time and best-effort tasks on real-time systems 
[21], on improving best-effort performance of real-time systems 
[22] and even operating systems designed for optimizing the 
tradeoff between best-effort and real-time performance [23]. All 
these works assume that a task can have either real-time or 
best-effort nature, but none of them consider hybrid tasks 
where both performance criteria are relevant. In [7] the 
performance of a RTOS and a GPOS achieving some specific 
tasks (controlling fuel injection for an industrial engine and 
building a Linux kernel) is compared, providing very interesting 
clues on how to choose between a RTOS or a GPOS 
depending on the application. However, the application cases 
presented are clearly biased to real-time (in the case of the fuel 
injection) or to best-effort (in the case of kernel build) without 
showing any case of an application where a real tradeoff is 
needed. Indeed, they touch the surface of the challenge 
analyzed in this paper when stating that “obtaining the best 
possible real-time response usually requires that the real-time 
system be run at low utilization”. In this work, we present an 
application case where the system is highly stressed with a big 
workload maximizing the use of resources (CPU and memory) 
but where hard real-time must be still accomplished.

Micro-Benchmark of Realtime Operating 
Systems
In this section we describe how we chose the most 
representative case of RTOS for later comparison with the 
GPOS. We start with the requisite of comparing only free and 
open-source solutions, for avoiding the influence of any 
commercial interests and because these systems are more 
affordable and provide versatile solutions that can be adapted 
to almost any system (thanks to the availability of the source 
code). There exist different choices of free open-source GPOS, 
such as FreeBSD, OpenBSD or GNU/Linux. GNU/Linux was 
chosen because it can be considered to be the most 
representative of this type of systems and because most open 
source RTOS are based on this platform. In the following 
subsections we will first show a selection of a few candidates 
for a representative RTOS, and then we will present the results 
of a micro-benchmark designed for choosing the candidate 
with the best real-time performance. Far from being an 
exhaustive benchmark on real-time, the RT micro-benchmark 
provides a clue for easy selection of the RTOS with the lowest 
latencies when performing the operations that will be used in 
the application case that will be presented in the RTOS/GPOS 
benchmark.

Setup of the Experiment
The different RTOS to be compared with the RT micro-
benchmark were chosen according to the following criteria:

• All of them are currently active projects with a clear long-
term future. 

• All of them are open source, free and Linux-based. 

• Must support Intel x86-64 CMP architecture (because of the 
machine used for running the benchmark). 

• Must be oriented for general purpose applications rather 
than for small embedded systems (more suitable for 
complex physical simulation).

After a research on available RTOS [24,25,26], the selected 
systems were three: RTAI (Real Time Application Interface) 
[27], Xenomai [28] and Linux patched with Ingo Molnar's 
RT-Preempt patch [29]. RTAI is a RT extension for the Linux 
kernel consisting in a hardware abstraction layer based on the 
ADEOS nano-kernel [30] combined with a very complete API 
providing an easy and versatile way to program hard real-time 
applications over Linux. Although Xenomai was once thought 
to be merged with RTAI in a single project (RTAI/Fusion), it is 
currently an independent project. Xenomai is also based on 
ADEOS, but it provides an additional abstraction layer (known 
as skins) for maximizing portability of applications to Xenomai 
from a wide range of RTOS, including RTAI or commercial 
RTOS such as VxWorks, and even a POSIX skin for painless 
portability of native Linux applications. The Ingo Molnar's 
RT-Preempt patch is a modification to the Linux kernel adding 
support for preemption in critical sections of the kernel and 
converting interrupt handlers in preemptible kernel threads. For 
each system, the version used in the RT micro-benchmark was 
the last available at the moment of writing this paper. The 
versions are:

• RTAI 3.9.1 over Linux kernel 2.6.38 
• Xenomai 2.6.2.1 over Linux kernel 3.5.7 
• PREEMPT-RT patch over Linux kernel 3.8.4

For a better understanding of the results obtained in RTOS/
GPOS benchmark and for establishing a worst-case reference 
of the latencies, we run the RT micro-benchmark also in the 
GPOS. Since the results of the RT micro-benchmark present 
Xenomai as the best candidate of RTOS, the version chosen 
for the Linux kernel was the same of the chosen RTOS, which 
is 3.5.7. The machine used for running the benchmark is an 
Intel i7-3930K (6 HT cores at 3.2 GHz) with 32GB of RAM 
(DDR3 at 1866 MHz) and an ASUS P9X79-LE/C/SI 
motherboard. All tests are programmed in C, compiled with 
GCC 4.4.3 with options -pipe -O2 - D_REENTRANT and linked 
with option -O1.

Design of the RT Micro-Benchmark
The RT micro-benchmark is based on the Rhealstone 
benchmark [10]. There are some generally accepted 
complaints about the design of Rhealstone [6] being the two 
most important the lack of worst case measurements (which is 
the most important measure for hard real-time systems) and 
the doubtful convenience of providing one single mark to a 
number of different aspects, being hard to determine the 
weights of each aspect over the final score. Our benchmark 
focuses only on the aspects which are explicitly part of our 
application (task switch time and IPC overhead) but also 
preemption time has been considered, due to the fact that 
some kernel services could run in the (potential) idle time of 
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our application and thus a low preemption latency is a must for 
ensuring a correct reentry time for the real-time application. 
Since we focus on hard real-time performance, we measure 
both average and worst case latencies but, contrary to 
Rhealstone, we consider the worst case latency as the main 
criteria. Instead of providing a single score to each system, we 
extract conclusions from a global analysis of all the results. The 
following subsections show a brief description of the tests 
implemented in the RT micro-benchmark with the obtained 
results.

Task Switch Latency
The first test measures the overhead caused by the scheduler 
when switching between two tasks of the same (high) priority. 
The test launches two threads in the same CPU, and each 
thread runs a loop with a single system call to the scheduler for 
yielding execution to the other thread. This causes a 
continuous switch between both threads, and for each switch 
the latency is measured.

Table 1. Task switch latencies measured in the RT micro-benchmark. 
The units for all the measures are nanoseconds.

The results show that Xenomai has the smallest worst case 
latency, but all the systems present reasonably good average 
and worst case latencies in task switch.

Preemption Time
The second test measures the elapsed time from the instant 
when a high priority task is ready for execution until it actually 
starts execution. This is one of the most critical aspects of 
real-time performance, and a priori non RT systems are 
expected to present worse results than a RTOS. The test 
launches one low priority thread and one high priority thread. 
The high priority thread iterates in a loop with a single sleep 
instruction, while the low priority thread loops with a dummy 
workload. The high priority thread obtains a time measurement 
on each iteration, and the latency is obtained confronting this 
time with the expected sleep time. Table 2 shows the result of 
this test.

Table 2. Latencies measured in the RT micro-benchmark of preemption 
from a low priority to a high priority task. The units for all the measures 
are nanoseconds.

Again, the best performance was observed in Xenomai. As 
expected, all the RTOS present good average and worst case 
latencies, while the GPOS completely fails on guaranteeing a 
correct reentry of the high priority task (with a worst-case 
latency greater than 1 millisecond).

IPC Overhead
This test measures the latency added by Inter-Process 
Communication (IPC). There exists a number of different IPC 
mechanisms, such as semaphores, spin locks, message 
queues or barriers. The test focuses on the specific case of 
semaphores because their simplicity allows using them as 
building blocks for almost any IPC needs and because it will be 
the only IPC mechanism used in the RTOS/GPOS benchmark. 
The test launches two threads sharing a variable closed in a 
mutex section controlled by a binary semaphore. Each thread 
runs a loop locking and unlocking the semaphore, and 
obtaining measures of the time needed for acquiring the lock.

Table 3. Semaphore shuffle latencies measured in the RT micro-
benchmark. The units for all the measures are nanoseconds.

Again, Xenomai presents the lowest worst case latency. The 
other systems present worst case latencies in a higher order of 
magnitude.

Conclusions of the RT Micro-Benchmark
A summary of the results obtained running the RT micro-
benchmark is shown in table 4.

Table 4. Summary of worst case latencies in the three tests of the RT 
micro-benchmark. The units for all the measures are nanosecond.

These results clearly present Xenomai as the best candidate. 
Given the architecture of each system, briefly explained in 
section Setup of the experiment, RTAI was expected to have 
better performance. The architecture of Xenomai follows the 
same principles of the RTAI kernel but with an additional 
abstraction layer that may add some slight overhead. 
Moreover, our results do not agree with previous work on 
realtime benchmarking, reporting a better performance of RTAI 
compared to Xenomai [7]. There are two main reasons for this 
difference. One, is the different nature of the experiments run 
by Barbalace et al. They do not run a micro-benchmark, but a 
benchmark with a final application with three main sources of 
latency: interrupt handling, rescheduling and datagram 
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processing. From these sources, only rescheduling is present 
in our micro-benchmark, because we focus only in the latency 
sources that will be present in the RTOS/GPOS benchmark. 
Not only the software side of their experiment is different, but 
also the hardware. Their setup is basically an embedded 
system instead of a general-purpose computer. Indeed, they 
had to do their own port of RTAI to their platform, what means 
that they were not using an official RTAI version.

The second cause of the different results we obtained 
compared with the work of Barbalace et al. is the significant 
difference on versions. Although they do not specify the 
versions used for each RTOS and for the Linux kernel, even 
assuming the latest available at the time of his publication, they 
would have used RTAI 3.5 and Xenomai 2.4. From those 
versions to the versions we have used, the rates of update 
have been very different for RTAI and Xenomai. The latest 
available (at the date of this work) RTAI version (3.9.1) 
supports Linux kernel up to 2.6.38.8, while Xenomai 2.6.2.1 
supports Linux kernel up to 3.5.7. Apart from numbers, an 
study of the Changelog of both projects show that most of the 
updates of RTAI were basically for supporting more 
architectures and for improving tools such as RTAI-Lab, which 
are great but are not used in our benchmark. Instead, the 
Changelog of Xenomai shows an important number of 
improvements directly related with real-time performance, 
mainly in version 2.5, when a massive rework of some core 
components was done for improving performance.

Our results are more close to those of [19], which are from a 
more recent date, although they do not include RTAI on the 
benchmark.

Comparison of RTOS and GPOS
Once chosen the RTOS (Xenomai) to be compared with the 
GPOS (Linux), a different benchmark is setup. The RTOS/
GPOS benchmark is designed with some of the characteristics 
typically present in simulations of vehicle dynamics: multiple 
bodies affected by external and internal forces, integration of 
positions and velocities, contact constraints, linear elasticity 
and a multi-threaded parallel solver. It consists in the 
simulation of a simple tire model at a fixed rate of 100Hz (time 
step of 0.01 ms). The tire falls due to gravity and deforms 
under collision with a floor plane. The benchmark measures 
the hard-real-time performance of both systems (Linux and 
Xenomai), meaning that each test is passed only when no 
deadlines are missed in any of the time steps of the whole 
simulation time.

The setup for the experiment uses the same hardware of the 
RT micro-benchmark, and the programming language is C as 
well, with the same compiler settings. Although a demonstrator 
was built for visualization of the simulation (see Figure 1), the 
actual benchmark was run without any graphical output.

Figure 1. Final textured render of the tire model simulation.

Tire Model
Mass-spring-damper systems are a typical approach for 
dynamics simulation of vehicle tires [31]. Our tire model 
consists in a mass-spring-damper system for resembling the 
typical characteristics of tire models, but it has not been 
designed for being an accurate representation of real tire 
dynamics, but rather for being an easily scalable model for the 
purpose of the RTOS/GPOS benchmark. The mass-spring-
damper system has one mass on the center of the tire and a 
number of masses on the surface. The number of masses on 
the surface starts from 4 (one on each edge of the vertical and 
horizontal axis) and can grow in steps of 4 by subdivision of the 
four quadrants of the circumference. For each surface mass, 
there is one bidirectional spring-damper connecting to the 
center mass, and two bidirectional spring-dampers linking with 
the adjacent surface masses. This makes the number of 
springs to be twice the number of surface masses. Since the 
quality of the simulation is not important for benchmarking 
purposes, the subdivisions were made with respect to the 
horizontal axis for simplicity, but a better balanced model could 
be built by making subdivisions with respect to the 
circumference arcs. Figure 2 shows an example of two tire 
models using different resolutions (number of surface masses 
and springs).

Figure 2. Example of different resolutions of the tire model. Left: 9 
nodes, 16 springs. Right: 1201 nodes, 2400 springs.

The mass-spring system is solved using an explicit Euler 
integrator, because it guarantees that all the time steps will be 
solved in a fixed number of iterations. A low stiffness had to be 
used for guaranteeing stability of the simulation with the explicit 
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solver, but in any case the parameterization of the model has 
no influence on time measures. Gravity was used as the only 
force source, and the floor was simulated with a simple 
geometric constraint. Since collision detection is checked only 
against the floor level, all the time steps require the same 
amount of computations for detecting collisions. Using more 
constraints and/or a more complex collision detection scheme 
such as bounding volume hierarchies [32] would imply to have 
significant different costs for computing each time step, what 
would affect the comparison in terms of time determinism.

Parallelization of the Solver
Solving one time step of the tire model with the explicit 
integration scheme implies first computing the forces of all 
springs and then integrating positions and velocities of all 
masses. Both operations can be parallelized by dividing the 
elements to simulate in a number of groups, and then 
launching one thread for each group of elements. In a first 
attempt, we divided both the computation of spring forces and 
the integration of masses, but the synchronization between 
threads for waiting to have other forces computed before 
integrating nodes was causing an important overhead. We 
found more efficient to split only the integration of the masses. 
In this way, all the threads compute all the forces affecting their 
associated masses, although having each force computed 
twice (by different threads) and then each thread integrates 
only a subset of the masses. The detailed algorithm is shown 
in table 5.

Table 5. Algorithm for parallelization of the tire model, where n is the 
total number of masses and i the number of threads.

The steps marked with an arrow require access to mutual 
exclusion regions shared by all threads. These consist in one 
binary semaphore for accessing each of the masses (position 
and velocity). This algorithm is far from being optimal, but 
present the typical characteristics of a parallel solver for 
physical simulation, dividing the elements to simulate in a 
number of threads and synchronizing all threads using IPC 
mechanisms (semaphores in this case). All threads are created 
with the same priority of the parent process, avoiding forced 
preemption inside the solver. The parent process waits in a join 
to all threads before starting the compilation of benchmark data 
(number of missed deadlines).

Benchmark Design
In the algorithm in table 5 we see that in the first step each 
thread is assigned a set of masses, depending on the total 
number of masses in the model (n) and on the number of 
threads (i). The RTOS/GPOS benchmark is composed of a set 
of tests consisting in simulating the tire model using different 
values for both n and i. In this way, the system can be stressed 
by increasing the number of elements to simulate and by 
increasing the level of concurrency of the solver. In our 
parallelization algorithm, having more threads per CPU means 
having more blocks of mutex access with potential waits, so 
there is no advantage in having a high number of threads per 
CPU. For this reason, the value of i is limited to 36, which 
means a maximum of 3 threads per HT core. It is outside of the 
scope of this paper to discuss the best choice of the algorithm 
and the scalability of different algorithms with respect to the 
number of threads.

One of the main differences between a GPOS and a RTOS is 
the task scheduler. Real-time applications usually trust in 
real-time scheduling policies such as FIFO (First In First Out). 
FIFO scheduling gives the programmer control on when and 
which task switches happen, unless a task switch is forced due 
to preemption of a high priority task or due to any condition 
requiring the task to wait for some resource (such as a 
semaphore lock). In the other side, GPOS use scheduling 
policies designed for optimizing best-effort performance of all 
the applications that could be concurrently running on the 
system, and do not trust in the programmer of a single 
application for control of task switches. In the case of GNU/
Linux, the Completely Fair Scheduler (CFS) [4] is designed for 
providing equal CPU power to all concurrent tasks. Although 
both systems (Xenomai and Linux) allows the use of both the 
FIFO and the CFS scheduler, a fair comparison between 
RTOS and GPOS assumes that each system is using the 
scheduler for which it is designed, i.e. the FIFO scheduler for 
Xenomai and the CFS scheduler for Linux. For each system, 
the benchmark is run using its native scheduler, but results are 
also presented for FIFO scheduling under Linux, demonstrating 
that the results are not only influenced by the choice of the 
scheduling policy.

Benchmark Results
The real-time performance of each system measured with the 
benchmark is shown in figures 3 and 4 (final page). In the 
figures, the X axis represents the number of simulated 
elements (n) and the Y axis the number of threads (i). The 
number of missed deadlines for each configuration is coded 
with colors. For better visualization, the aspect ratio is adjusted 
and the size of the points is scaled by a factor of 40.

The results have different interpretations depending on the 
hardness of real-time required by our application. In the case 
of life-safety real-time systems [19], we are interested in the 
apparition of the first colored dot of each graph. This first dot 
establish a threshold on the maximum number of elements we 
can simulate with timing guarantees. In the case of Xenomai 
(Figure 3), the first dot appears with 2189 elements, while for 
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Linux Figure 4) it appears with only 681 elements. It means 
that Linux fails to meet strict hard real-time requirements even 
simulating a relatively low number of elements.

In the case of an application requiring firm real-time where only 
a few deadlines can be missed, we should concentrate on the 
first red dots of each graph. In the case of Linux, the first red 
dot appears again with 681 elements, while for Xenomai it 
appears with 3149 elements.

In applications requiring only soft real-time, it is better to 
analyze the colored regions of the graphs instead of finding 
isolated dots. The graph of Xenomai (Figure 3) presents a first 
sparse zone mainly composed of light blue dots, what means 
that those configurations are good for soft real-time, losing very 
few deadlines in the worst case. The red region, starting above 
5200 elements, show configurations for which the system is not 
even capable of guaranteeing a good soft real-time 
performance. In the case of Linux (Figure 4), the first region is 
much more dense and mainly composed of red dots. In this 
case, a good soft real-time performance is not guaranteed 
above 2400 elements. The graph present an intermediate 
region where red color is less predominant, but this apparent 
increase on performance is only a proof of the nondeterministic 
behavior of the GPOS compared to the RTOS; the RTOS give 
us three clear choices (strict real-time, soft real-time and no 
real-time), while the RTOS tell us that above 2400 elements we 
do not know what to expect.

Regarding the number of threads, the best performance for 
both systems is achieved when using one thread per core. 
Xenomai seems to exhibit a worse handling of virtual cores 
(Hyperthreading), since the best performance is obtained up to 
6 cores instead of 12 (our machine has 6 HT cores, with a total 
of 12 virtual cores). Even considering this, when using 12 
threads (one thread per virtual core), the first red dot of Linux 
appears in 3609 elements, while for Xenomai it appears in 
5329 elements.

The results show that the RTOS provide better real-time 
guarantees than the GPOS during the simulation of a time step 
of a complex simulation. For isolating the time required for 
computation of the time step, the interrupt dispatch latency was 
not taken into account. Considering that other works 

demonstrate that the interrupt dispatch latency is lower for a 
RTOS than for a GPOS (mainly in the worst case), the 
combination of all latencies (computation of time step and 
interrupt dispatch) present globally better real-time 
performance for the RTOS even in the case of complex 
simulations with large time steps. The observations regarding 
the performance dependence on the number of threads are 
applicable only to the parallelization algorithm used in the 
benchmark (table 5), and cannot be generalized to other 
algorithms.

An explanation for the better performance of the RTOS can be 
found on the latencies measured in the RT micro-benchmark. 
Furthermore, in the case of the FIFO scheduler, task switch 
happens only due to semaphore locks, considering that the 
code of the thread does not include any explicit yield. For the 
CFS scheduler, instead, a time slice could finish during the 
computation of the time step and thus non explicit task 
switches may happen (the time slice of the CFS scheduler was 
dynamically changing between 2.25 ms and 18 ms). The 
existence of non explicit task switches in the CFS scheduler 
and the bigger (worst case) latencies for task switch and for 
IPC (as reported in the RT micro-benchmark), makes the 
GPOS require more time for computing the time step in the 
worst case.

The use of different scheduling policies for each system could 
be a determinant factor that may be biasing the results toward 
one of the candidates if the algorithm used for parallelization 
was better suited for one specific policy. Figure 5 shows the 
performance of Linux using a FIFO scheduling policy, 
demonstrating that obtaining RT performance is not just a 
matter of using a specific scheduling policy on any system. 
Comparing the performance of Linux using the CFS or the 
FIFO scheduler, with FIFO policy there are no outliers of 
missed deadlines with very few masses and it seems to obtain 
more benefit from high levels of parallelization. The behavior of 
Linux with FIFO is qualitatively more comparable to that of 
Xenomai, showing more deterministic regions (one completely 
blue and other almost completely red). The first missed 
deadline appears with 2197 elements, which is close to the 
2189 elements of Xenomai, but the first red dot with 12 threads 
(optimal CPU usage) appears with only 3609 elements 
compared to the 5329 elements of Xenomai.

Figure 3. Real-Time performance of Xenomai using FIFO scheduler. The X axis shows the number of elements to simulate and the Y axis the number of 
concurrent threads. The legend shows the number of missed deadlines.
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Figure 4. Real-Time performance of GNU/Linux using CFS scheduler. The X axis shows the number of elements to simulate and the Y axis the number 
of concurrent threads. The legend shows the number of missed deadlines.

Figure 5. Real-Time performance of GNU/Linux using FIFO scheduler. The X axis shows the number of elements to simulate and the Y axis the number 
of concurrent threads. The legend shows the number of missed deadlines.

Conclusions
In this paper, the performance of real-time and general-
purpose operating systems was compared when running 
parallelized physical simulations with high computational cost. 
A representative case of RTOS was chosen from various 
candidates through a micro-benchmark measuring real-time 
performance, and then compared with a GPOS in a second 
benchmark. The second benchmark consisted in the simulation 
of a scalable tire model with different configurations including 
different number of bodies to simulate and different number of 
parallel threads. The first benchmark showed Xenomai as the 
candidate with the best performance (compared with RTAI and 
Linux patched with the RT-Preempt patch), while the second 
benchmark demonstrated that the RTOS present better 
response times even in the case of simulations with large time 
steps stressed with a high number of bodies to simulate. 
Different scheduling policies were tested for the GPOS, 
demonstrating that using a scheduler oriented toward real-time 
applications does not guarantee a better performance in a 
general-purpose system.

The present work presents physical simulation with large time 
steps and high complexity as an example of a task requiring a 
trade-off between real-time and best-effort performance. More 
research on systems running both real-time and best-effort 
tasks in parallel would be of valuable interest, considering the 
growing complexity of systems dedicated to physical 
simulation. Multi-rate co-simulation environments are a good 
example of applications where both real-time and best-effort 

tasks may compete for system resources. The presented 
benchmarking tools could be easily adapted for considering 
this case of study in the future, as well as other configurations 
of interest in the automotive industry.
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